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Introduction 

With many organisations adopting a cloud first strategy for their Enterprise IT infrastructure and service 
requirements, focus is now turning towards the benefits of the Cloud for high-performance computing (HPC). This 
is especially true in higher education, which is the focus here, but all organisations face similar challenges when 
considering infrastructure replacement and research computing needs. 

However, there are some aspects that are specific to the higher education (university) sector, where many 
universities will at least in part provide a service that is free at the point of use. Another important consideration 
when discussing universities is the challenge to switch between a strategy that is CAPEX orientated to one that is 
OPEX driven. The CAPEX model can be viewed as a function of the funding process that will require determination 
and effort to successfully adopt a cloud focused OPEX strategy. This is perpetuated by the peculiarity of this sector 
to view resources purchased through a research grant as a long-term asset that will often be merged into existing 
HPC services. This has a range of knock-on impacts which are not well understood by all stakeholders and should 
be high on the list when considering adoption strategies for cloud HPC in higher education settings.  

To create a forward-thinking and future proof strategy that can benefit from exploiting the Cloud it is important 
to weigh up and compare on-premises solutions with equivalent cloud offerings. Along with our partners from 
Microsoft and Intel, we are sharing some of our principles and best practice in a series of three white papers on 
how to use the Azure Cloud for HPC within the higher education environment. This work has been funded by 
Microsoft in partnership with Intel. 

The first white paper1 in a series of three, ‘From requirement to proof of concept, preparing for HPC and research 
computing in the Azure Cloud’, considers the value derived from your HPC service, how the Azure Cloud is 
uniquely placed to help, and how to get the evaluation process and conditions for starting the project correct. 
There is a list of prerequisites and readiness requirements which includes some considerations for running a proof 
of concept including access, workloads, licensing, staffing and procedures. 

In this second white paper, we will continue this theme beginning with a review of the proof of concept in the 
context of a cloud adoption project. We will move on to describing a simple HPC design to support a simple proof 
of concept for running workloads in the Azure Cloud, and how to deploy an HPC cluster using Azure CycleCloud. 
We then move on to demonstrating how to run some industry standard benchmarks using CycleCloud to build the 
HPC clusters and presenting the performance results. The procedures have been laid out in such a way to allow 
anyone with a suitable Azure subscription to deploy a small HPC cluster and run the demonstrated workflows for 
themselves.  

Though this paper is principally aimed at higher education, if HPC is a key element of the support provided to 
scientific staff and researchers by your organisation then this series of white papers will help in understanding the 
relevance of HPC in the Cloud. 

The proof of concept 

Whether you are a higher education institution or a public/private organisation the journey to cloud migration is 
similar. The journey starts with a proof of concept, which is in essence a feasibility study. It demonstrates the 
design concept and basic functionality. Generally, it is not as fully featured as a more refined prototype (ie. a ‘pilot’ 
system) and does not necessarily have the same end-to-end performance. 

A proof of concept should aim to obtain indicative performance and cost estimates for representative workflows 
or benchmarks. A workflow tends to define more of an end-to-end test, where as a benchmark is a point sample 
or element of a composable result. 

 
1 https://www.redoakconsulting.co.uk/microsoftazurehpcwhitepapers2021 
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For a proof of concept to have a chance of success it is necessary to understand the benefits and the success 
criteria from both a business and technical perspective. It is important to know what metrics will be tracked and 
measured from running the workflows and benchmarks. Ask the question, which metric is more important? Time 
to solution, cost of solution or something in between? Is the scalability of the Cloud an attractive option which 
could lead to faster time to completion or higher fidelity of the results? 

Choosing the workflows 

To achieve the maximum benefits from a proof of concept it is important to understand the workloads and 
workflows currently being run in the on-premises data centre environment. Take the time to evaluate and identify 
which workflows may be best suited to loud migration and can provide the best return on investment from 
migrating to the Cloud: 

 Is the migration driven by cost? It is important to select workflows that are best suited for such an 
evaluation. You will need to evaluate which type of workload has the most impact on cost and how it 
would look in the Cloud. Your focus would be on finding the “instance to fit” for each workload, for 
example: 

 Pre and post processing tasks usually do not require MPI capabilities so instead of costly HPC type 
instance types, consider other instance types like the Azure F-series family, you will have the same 
performance per core without having to allocate the entire node; 

 Are the workflows more suited for high throughput computing (HTC) so the aim should be towards 
finding the lowest core-hour rates per unit of performance. 

 Storage cost and data movement to/from the Cloud should also be considered. 

 Is the migration interested in a Software-as-a-Service (SaaS), for example Jupyter notebooks, in which 
case consider using Azure Machine Learning. It’s worth checking for a SaaS solution for services that 
you currently manage yourself. 

 Is the migration driven by the hardware flexibility of the Cloud? Consider running the workflow on 
different instance types, or simply just try new capabilities that would be just too expensive and 
underutilised to have on-premises like high-memory or accelerated nodes. 

 Is the migration intended to enhance the current HPC estate? Many organisations provision a HPC 
environment that caters for homogeneous workloads but does not work well for some workloads. The 
proof of concept should be an opportunity to evaluate some of the more bespoke edge cases that may 
run more optimally in the Cloud. 

 Is the migration driven by capacity demand? You will need to investigate if this demand is transient or 
sustained, and if the costs involved can be recovered or should it drive additional on-premises 
investment. 

Prior to and during the evaluation concentrate efforts on getting workflows to run as effectively as on-premises, 
taking the time to build, run, optimise, and benchmark each one. On completion, the subsequent outcomes can be 
used in a like for like comparison of performance and cost with the results from running the same workflows on-
premises. 

For the purposes of this white paper the deployment has been kept simple, so there is no emphasis on high 
performance storage, but storage is certainly an important aspect of more representative HPC testing (especially 
with multiple jobs running concurrently). Storage performance in the Cloud is an important topic in its own right 
and will be addressed more thoroughly in the next white paper. A pilot study can be configured to examine the 
benefits of high throughput storage offerings such as Lustre on Cray ClusterStor or offerings that burst your on-
premises HPC with Azure HPC cache. However, as part of a proof of concept it may be necessary to configure an 
Azure NetApp Files (ANF) filesystem for I/O intensive applications.  

The expectation should be that the performance from running benchmarks on Azure instances are, within reason, 
comparable to the performance of like for like on-premises servers. The techniques that are used to optimise the 
workflows running on-premises are mostly the same techniques that can be used to optimise the workflows 
running on Azure instances. Examples of these tuning techniques include but are not limited to, process pinning, 
under subscription of MPI threads for memory bound code, or the ratio of OpenMP threads to MPI threads for 
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compute bound code. Additionally, the Cloud allows researchers and users to take advantage of the technologies 
such as AVX512 extensions on Intel processor architecture that may not be available on-premises. 

The benchmarks demonstrated in this white paper were chosen as examples of widely used applications in the 
academic environment and mostly compute bounded. To replicate the benchmarks in this white paper on the Azure 
Cloud an Azure subscription is a prerequisite. It would also be advantageous, though not essential, to have some 
familiarity with Microsoft Azure, Slurm, Linux and to review the Intel oneAPI documentation. 

Azure VM pricing model 

Having mentioned cost comparisons, it would be remiss not to review the Microsoft Azure virtual machine pricing 
models and how they can impact the HPC workloads. There are three different pricing models available to 
organisations in Azure. These are pay as you go (PAYG), Spot pricing and reserved virtual machine instances (RIs). 

PAYG pricing is charged by the second at a fix price for the instance type. It offers flexibility to run and pay for 
workloads as needed where there is a requirement for the workload not to be interrupted. 

Reserved virtual machine instances are purchased through an agreement where an organisation can commit to an 
amount of virtual machine usage over a period for one year plus and could receive up to 72% discount over the 
PAYG pricing. 

Spot pricing is an option where unused compute capacity can be accessed at discounts of up to 90% compared to 
PAYG pricing. The price is charged by the second at the price being charged at that moment in time for that 
instance type. Spot pricing can fluctuate depending on available capacity, types of VM and region. There are also 
limitations for receiving this discount that mean a VM can be taken away or ‘evicted’ if a PAYG or reserved instance 
customer requires compute capacity, or the instance can be evicted after 24 hours of use.  

The example workflows being demonstrated here were all setup using Spot instances. 

Azure CycleCloud 

Azure CycleCloud is an orchestration tool for deploying VMs representing the compute infrastructure and 
removing them on completion of a job. CycleCloud abstracts away the basic Azure building blocks such as virtual 
machine (VM), virtual machine scale sets (VMSS), network interfaces and disks. 

It automatically will create/manage users and their role on the cluster, ask for VMs in the same placement group 
to decrease inter-VM network latency, mount/export shared file systems, etc: in other words, all the necessary 
steps to provision an on-demand efficient cluster. 

NFS servers, parallel file systems, login hosts, license servers and directory services can be easily defined in a single 
template file. CycleCloud is targeted towards HPC administrators and users who want to deploy an HPC 
environment with a specific scheduler in mind, like Slurm, PBSPro, LSF, Grid Engine or HT-Condor. It also has the 
capability to burst from an on-premises Slurm scheduler to the Cloud. 

It is advised to have a separate development/testing environment from the production one to encourage 
experimentation in a well controlled fashion. 

The rest of this white paper will present how-to deploy a Slurm cluster using the Azure CycleCloud application and 
deploy the benchmarks. 

  

https://azure.microsoft.com/en-gb/pricing/details/virtual-machines/linux/
https://azure.microsoft.com/en-gb/pricing/details/virtual-machines/linux/
https://docs.microsoft.com/en-us/azure/virtual-machine-scale-sets/overview
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The high level design 

This white paper focuses on a self-contained Azure CycleCloud cluster environment using the Slurm scheduler and 
the Azure HC44rs instance type which are Intel Xeon Platinum 8168 processors equipped with Mellanox  100 Gb 
EDR ConnectX-5 InfiniBand. 

The following shows the architecture diagram: 

CycleCloud
Server

Azure Subscription

Slurm 
Scheduler

hpc
partition 

htc
partition

Virtual Network

HTTPS

SSH

Subnet

Admin

User

 

A public endpoint is used by: 

 the admin to access the Azure CycleCloud Web UI to manage the clusters; 

 the users to SSH into the Slurm scheduler node. 

It is possible to use private (non-public) endpoints for a more secure deployment. 
 

  

https://docs.microsoft.com/en-us/azure/virtual-machines/hc-series
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Deploying an HPC cluster 

Azure CycleCloud provides a graphical user interface (GUI) to easily manage clusters and users. 

To start using Azure CycleCloud follow the steps at the link: https://docs.microsoft.com/en-
gb/azure/cyclecloud/qs-install-marketplace. 

The RDMA network in Azure reserves the address space 172.16.0.0/16. To run MPI applications on instances 
deployed in an Azure virtual network, make sure that the virtual network address space does not overlap with the 
RDMA network. 

For user management follow the guide at the link: https://docs.microsoft.com/en-
gb/azure/cyclecloud/concepts/user-management. 

Azure CycleCloud 8.1.0 has been used for this demonstration. 

Azure CycleCloud provides a set of default cluster types: 

 

For this example, we will create a new cluster using Slurm (20.11.0-rc2) as a scheduler, but the same recipe can be 
adapted to run a different scheduler. 

The Slurm cluster type uses two partitions: 

 “hpc”: for tightly-coupled multi-node jobs (MPI workloads) 

 “htc” (high throughput computing): for embarrassingly parallel jobs 

Click on the “Slurm” icon and customise a few configuration settings where necessary: the default options should 
be adequate in most cases. 

In the “Required Settings” pane change: 

 “HPC VM Type” to “Standard_HC44rs”, 2 using the “Choose” button; 

 “HTC VM Type”: in this example we will focus on HPC workloads, this option can be left as is; 

 
2 Not all VM types are available in all regions, to check the VM type available for each region go to: 

https://azure.microsoft.com/en-gb/global-infrastructure/services/?products=virtual-machines. Usually West Europe, East 
US and South Central US are the preferred region for HPC instance types. 

https://docs.microsoft.com/en-gb/azure/cyclecloud/qs-install-marketplace
https://docs.microsoft.com/en-gb/azure/cyclecloud/qs-install-marketplace
https://docs.microsoft.com/en-gb/azure/cyclecloud/concepts/user-management
https://docs.microsoft.com/en-gb/azure/cyclecloud/concepts/user-management
https://azure.microsoft.com/en-gb/global-infrastructure/services/?products=virtual-machines.%20
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 “Max HPC Cores” and “Max HTC Cores” to 10,000, to increase the maximum number of nodes. Note 
that the maximum number of nodes will be limited by the Azure subscription quota regardless of the 
number placed here. 

 “Subnet ID”: pick the subnet that will be used to provision the scheduler and compute node. 

Once completed, click on the “Save” button. 

 

To start the cluster click on the “Start” button. 

 

It will take several minutes to provision and orchestrate the cluster's scheduler node. 

Once the cluster is started, the scheduler node can be accessed via SSH.  
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To get the scheduler node’s IP address click on the “scheduler” row and then “Connect”: 

 

Administrators and Users can connect to the scheduler node using their account by simply specifying their 
username in the SSH command (ssh <username>@<scheduler_ip>). 

Note: remember to allow users on the cluster following https://docs.microsoft.com/en-
gb/azure/cyclecloud/concepts/user-management#cluster-access-ownership-and-sharing. 

At this point new jobs can be submitted using the sbatch or srun commands 
(https://slurm.schedmd.com/quickstart.html). 

The following is example slurm job script: 

#!/bin/bash  
#SBATCH --job-name=test    # Job name 
#SBATCH --partition=HC44   # Select partition 
#SBATCH --nodes=1          # Number of nodes 
#SBATCH --output=%x.out    # Redirect stdout to <job-name>.out 
#SBATCH --error=%x.err     # Redirect stderr to <job-name>.err 
#SBATCH --time=00:05:00    # Time limit hrs:min:sec 
 
# Run application 
mpirun $MPI_EXEC 

On submission of a new job, the appropriate VMs will be provisioned and orchestrated, then the job will start. 

In order to use Spot pricing for the “hpc” partition the template needs to be modified, more information can be 
found at the link: https://docs.microsoft.com/en-us/azure/cyclecloud/how-to/use-Spot-instances; this requires 
advanced knowledge of Azure CycleCloud and how to build clusters from custom templates. 

  

https://docs.microsoft.com/en-gb/azure/cyclecloud/concepts/user-management#cluster-access-ownership-and-sharing
https://docs.microsoft.com/en-gb/azure/cyclecloud/concepts/user-management#cluster-access-ownership-and-sharing
https://slurm.schedmd.com/quickstart.html
https://docs.microsoft.com/en-us/azure/cyclecloud/how-to/use-spot-instances
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Intel oneAPI 

Intel has recently released oneAPI3, an open, cross-architecture and tightly integrated software platform based on 
C++ and SYCL. It allows users to reuse the same code across architectures and vendors and optimise for the best 
performance on different types of hardware (CPU, GPU, FPGA, etc). It contains powerful libraries designed for 
acceleration of domain-specific functions. 

The Intel DPC++ Compatibility tool assists developers migrating code written in CUDA to DPC++, generating 
human readable code wherever possible. ~80-90% of code typically migrates automatically. 

Intel oneAPI is composed of different toolkits, such as: 

 Intel oneAPI Base Toolkit: a core set of high-performance tools for building C++, Data Parallel C++ 
applications & oneAPI library-based application; 

 Intel oneAPI HPC Toolkit: to help deliver fast Fortran, OpenMP & MPI applications that scale; 

 Intel AI Analytics Toolkit: to help accelerate machine learning & data science pipelines with optimized 
DL frameworks & high-performing Python libraries. 

The content of the Intel oneAPI Base and HPC toolkits is shown in Figure 1: 

 

Figure 1: Intel oneAPI Toolkits contents (reproduced with the permission of Intel) 

The following demonstrations were run using the Intel oneAPI Base and HPC toolkits. 

The toolkits are freely available; to get started go to: https://software.intel.com/oneapi.4 

A process to port to Intel oneAPI of software, like Gromacs and NAMD, is currently in progress.  

 
3 https://software.intel.com/oneapi 
4 For these demonstrations, Intel oneAPI has been installed using the command line option: 
   https://software.intel.com/content/www/us/en/develop/documentation/installation-guide-for-intel-oneapi-toolkits-

macos/top/local-installer-full-package/install-with-command-line.html. 

https://software.intel.com/oneapi
https://software.intel.com/content/www/us/en/develop/documentation/installation-guide-for-intel-oneapi-toolkits-macos/top/local-installer-full-package/install-with-command-line.html
https://software.intel.com/content/www/us/en/develop/documentation/installation-guide-for-intel-oneapi-toolkits-macos/top/local-installer-full-package/install-with-command-line.html
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Demonstrating the Azure HPC Capabilities 

Introduction 

To show the HPC capabilities of Azure, Intel processors and the Intel software stack, the following three 
applications have been chosen: 

 Gromacs 2020.5; 

 NAMD 2.15 alpha 1; 

 OpenFOAM 8. 

The Intel software stack used comprises: 

 Intel oneAPI Base Toolkit (2021.1.0.2659) 

 Intel oneAPI HPC Toolkit (2021.1.0.2684) 

The CentOS-HPC 7.8.2020121001 VM Image has been used for the following demonstration. 

Scripts to build and run the three applications and the expected performance are available at the following public 
repository: 

https://dev.azure.com/RedOakConsultingPublic/Microsoft Centre of Excellence/_git/AzureHPC 

The repository contains a folder for each application and a subfolder for each run using a different number of 
nodes. The repository’s README file provides instructions for running the script to build each application. The 
subfolders contain the Slurm job script and the output files. 

The following sections will describe each application, an abstract of the respective build script and showcase the 
scaling characteristics using the Azure HC44rs instance type. 

Gromacs 

Gromacs is a versatile package for performing molecular dynamics for systems with hundreds to millions of 
particles. Gromacs is primarily designed for biochemical molecules like proteins, lipids, and nucleic acids that have 
a multitude of complicated bonded interactions. 

The following is an optimal recipe to build Gromacs for Intel processors. We recommend building Gromacs from 
the script provided in the public repository. 

# Install cmake3 
sudo yum install -y epel-release 
sudo yum install -y cmake3 
sudo ln /usr/bin/cmake3 /usr/bin/cmake 
 
# Source Intel oneAPI 
source path-to-oneapi/setvars.sh 
module load gcc-9.2.0 
 
# Download sources 
wget -q http://ftp.gromacs.org/pub/gromacs/gromacs-2020.5.tar.gz 
tar xf gromacs-2020.5.tar.gz 
cd gromacs-2020.5 
mkdir build 
cd build 
 
# Build 
CFLAGS="-xCORE-AVX512" 
CFLAGS="$FLAGS" CXXFLAGS="$FLAGS" CC=mpiicc CXX=mpiicpc cmake .. \ 

https://azuremarketplace.microsoft.com/en-us/marketplace/apps/openlogic.centos-hpc?tab=Overview
https://dev.azure.com/RedOakConsultingPublic/Microsoft%20Centre%20of%20Excellence/_git/AzureHPC
https://dev.azure.com/RedOakConsultingPublic/Microsoft%20Centre%20of%20Excellence/_git/AzureHPC
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    -DBUILD_SHARED_LIBS=OFF \ 
    -DGMXAPI=OFF \ 
    -DGMX_FFT_LIBRARY=mkl \ 
    -DGMX_MPI=ON \ 
    -DGMX_OPENMP=ON \ 
    -DGMX_CYCLE_SUBCOUNTERS=ON \ 
    -DGMX_GPU=OFF \ 
    -DGMX_BUILD_HELP=OFF \ 
    -DGMX_HWLOC=OFF \ 
    -DGMX_SIMD=AVX_512 \ 
    -DGMX_OPENMP_MAX_THREADS=256 \ 
    -DCMAKE_INSTALL_PREFIX=~/gromacs 
 
make -j 44 
make install 

In order to get maximum performance on the Intel platform, make sure to instruct the compiler to draw from the 
whole suite of instructions available for Skylake processors, including ones for 512-bit-wide vectors (AVX 512), 
enable the MPI option and use Intel MKL as FFT library. 

The benchmarks: 

 “water-cut1.0_GMX50_bare/1536/pme” 

 “water-cut1.0_GMX50_bare/1536/rt” 

have been chosen to showcase performance. 

The measured performance, up to 16 HC44rs nodes, is shown in Figure 2: 

 

Figure 2: Gromacs - water-cut1.0_GMX50_bare/1536 results 

We observe good scaling behaviour over the range which matches bare metal. 

The public folder containing the scripts and results can be found at the following link: 
https://dev.azure.com/RedOakConsultingPublic/Microsoft Centre of Excellence/_git/AzureHPC?path=gromacs 
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NAMD 

NAMD is a parallel molecular dynamics application designed for high-performance simulation of large biomolecule 
systems. 

The version 2.15 alpha 1 has been used as it contains optimisation for AVX512. The following is an optimal recipe 
to build NAMD for Intel processors. We recommend building NAMD from the script provided in the public 
repository. 

# Source Intel oneAPI 
source path-to-oneapi/setvars.sh 
 
# Set environment 
CC=icc; CXX=icpc; F90=ifort; F77=ifort; MPICXX=mpiicpc; MPI_CXX=mpiicpc 
I_MPI_CC=icc;I_MPI_CXX=icpc;I_MPI_F90=ifort;I_MPI_F77=ifort 
export I_MPI_CC I_MPI_CXX I_MPI_F90 I_MPI_F77 CC CXX F90 F77 MPICXX MPI_CXX 
 
# Download sources 
git clone https://charm.cs.illinois.edu/gerrit/namd.git -b release-2-15-alpha-1 
cd namd 
 
# Build CHARM 
git clone https://github.com/UIUC-PPL/charm.git -b v6.10.2 
cd charm 
./build charm++ mpi-linux-x86_64 mpicxx ifort --with-production "-O3 -ip -xCORE-AVX512" -DCMK_OPTIMIZE 
-DMPICH_IGNORE_CXX_SEEK 
cd .. 
 
# Build NAMD 
cp arch/Linux-AVX512-icc.arch arch/Linux-AVX512MPI.arch 
./config Linux-AVX512MPI --with-mkl --without-tcl --charm-base "$PWD/charm" --charm-arch mpi-linux-
x86_64-ifort-mpicxx 
cd Linux-AVX512MPI 
make -j 44 

As with the Gromacs recipe, in order to get maximum performance on the Intel platform, ensure to instruct the 
compiler to draw from the whole suite of instructions available for Skylake processors, including ones for 512-bit-
wide vectors (AVX 512), enable the MPI option and use Intel MKL as FFT library. 

The benchmark “stmv” has been chosen to showcase the performance, the measured performance, up to 16 
HC44rs nodes, is shown in Figure 3: 

 

Figure 3: NAMD - stmv results 
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The scaling characteristics are a bit better than Gromacs. 

The public folder containing the scripts and results can be found at the following link: 
https://dev.azure.com/RedOakConsultingPublic/Microsoft Centre of Excellence/_git/AzureHPC?path=namd 

OpenFOAM 

OpenFOAM is a C++ toolbox for the development of customized numerical solvers, and pre-/post-processing 
utilities for the solution of continuum mechanics problems, most prominently including computational fluid 
dynamics (CFD). 

The following is an optimal recipe to build OpenFOAM for Intel processors. We recommend building OpenFOAM 
from the script provided in the public repository. 

# Download sources 
mkdir OpenFOAM 
cd OpenFOAM 
git clone https://github.com/OpenFOAM/OpenFOAM-8.git 
git clone https://github.com/OpenFOAM/ThirdParty-8.git 
 
# Configure to use Intel compiler and Intel MPI 
sed -e "s|WM_COMPILER=.*|WM_COMPILER=Icc|g" \ 
    -e "s|WM_ARCH_OPTION=.*|WM_ARCH_OPTION=64|g" \ 
    -e "s|WM_PRECISION_OPTION=.*|WM_PRECISION_OPTION=DP|g" \ 
    -e "s|WM_COMPILE_OPTION=.*|WM_COMPILE_OPTION=Opt|g" \ 
    -e "s|WM_MPLIB=.*|WM_MPLIB=INTELMPI|g" \ 
    -i.bak OpenFOAM-8/etc/bashrc 
 
sed -e "/^c++FLAGS/ s/$/ -xCORE-AVX512 -fp-speculation=safe/" \ 
    -i.bak OpenFOAM-8/wmake/rules/linux64Icc/c++ 
 
sed -e "s|PINC.*=.*|PINC = -isystem \$(MPI_ARCH_PATH)/intel64/include|g" \ 
    -e "s|PLIBS.*=.*|PLIBS = -L\$(MPI_ARCH_PATH)/intel64/lib/release -lmpi|g" \ 
    -i.bak OpenFOAM-8/wmake/rules/General/mplibINTELMPI64 
 
sed -e "s|AR.*=.*gcc|AR = icc|" \ 
    -e "s|CCS.*=.*|CCS = icc|" \ 
    -e "s|CCP.*=.*|CCP = mpiicc|" \ 
    -e "s|CCD.*=.*|CCD = mpiicc|" \ 
    -e "s|CFLAGS.*=.*|CFLAGS = -xCORE-AVX512 -fPIC|" \ 
    -i.bak ThirdParty-8/etc/wmakeFiles/scotch/Makefile.inc.i686_pc_linux2.shlib-OpenFOAM 
 
# Source Intel oneAPI 
source path-to-oneapi/setvars.sh 
module load gcc-9.2.0 
 
# Set build environment 
export MPI_ROOT=${I_MPI_ROOT} 
export MPI_ROOT=$(which mpiicc | grep -o ".*/mpi/") 
source OpenFOAM-*/etc/bashrc 
 
# Build Thirdparty 
cd ThirdParty-8 
time ./Allwmake -j 44 
cd .. 
 
# Build OpenFOAm 
cd OpenFOAM-8 
time ./Allwmake -j 44 
cd .. 
 
# Set run environment 
cat >setenv.sh <<EOF 

https://dev.azure.com/RedOakConsultingPublic/Microsoft%20Centre%20of%20Excellence/_git/AzureHPC?path=namd
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MY_DIR="\$( cd "\$( dirname "\${BASH_SOURCE[0]}" )" && pwd )" 
# Source Intel oneAPI 
source ~/oneapi/setvars.sh 
module load gcc-9.2.0 
export MPI_ROOT=\${I_MPI_ROOT} 
export MPI_ROOT=\$(which mpiicc | grep -o ".*/mpi/") 
source \$MY_DIR/OpenFOAM-8/etc/bashrc 
EOF 

Most CFD kernels like OpenFOAM are not vectorization friendly, be sure to use the Intel MPI stack to get the best 
scaling performance. 

The benchmark “motorBike” has been chosen to showcase the performance; it was run using the following 
commands: 

source ~/OpenFOAM/setenv.sh 
 
foamDictionary -entry numberOfSubdomains -set $NP system/decomposeParDict 
foamDictionary -entry method -set scotch system/decomposeParDict 
foamDictionary -entry blocks -set "( hex (0 1 2 3 4 5 6 7) (80 32 32) simpleGrading (1 1 1) )" 
system/blockMeshDict 
 
./Allrun 

The measured performance, up to 16 HC44rs nodes (704 cores), is shown in Figure 4: 

Figure 4: OpenFOAM – motorBike results 

“ExecutionTime” refers to the last value reported in the “log.simpleFoam” file. 

We can observe linear scaling over the range with performance doubling with the number of nodes. 

The public folder containing the scripts and results can be found at the following link: 

https://dev.azure.com/RedOakConsultingPublic/Microsoft Centre of Excellence/_git/AzureHPC?path=openfoam 
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Cost analysis 

The following showcases a minimal cost analysis focused on compute cost only.  

The Gromacs and NAMD benchmark metric, time to simulate one nanosecond (
𝑑𝑎𝑦𝑠

𝑛𝑠
), can be easily combined with 

number of nodes used and the resource rate hour (
£

ℎ𝑜𝑢𝑟
) to obtain the cost per nanosecond simulated (

£

𝑛𝑠
), by 

using the following formula: 

< 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑛𝑜𝑑𝑒𝑠 >∙
£

𝑛𝑠
∙ 24 (< 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑛𝑜𝑑𝑒𝑠 > ∙

£

ℎ𝑜𝑢𝑟
∙

𝑑𝑎𝑦𝑠

𝑛𝑠
) 

The following resource rates have been used for these demonstrations5: 

 HC44rs, West Europe, PAYG: 3.07 £/hour 

 HC44rs, West Europe, Spot: 0.71 £/hour 

All the benchmarks have been run using Spot pricing; the PAYG pricing is reported as a comparison. 

The cost per nanosecond simulated vs the number of nodes is shown in Figures 5 and 6, for Gromacs and NAMD 
respectively, and considers both Spot and PAYG pricing. The analysis, for Gromacs, has been done for each of the 
two benchmarks described above. 

 

 

Figure 5: Gromacs - water-cut1.0_GMX50_bare/1536/pme and rf value scaling 

 

 
5 Correct at the time of writing 
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Figure 5: NAMD – stmv value scaling 

A horizontal line means that the cost of each job is the same but is completed in a fraction of the time: the higher 
number of nodes is compensated by the lower time to complete. 

Figures, like the ones above, can be useful to understand: 

 Based on observed scaling characteristics and business drivers choose most cost effective VMs and size 
of scale set. 

 Compare different instance types and/or pricing models. 

 Is time to solution a higher priority than cost to solution? 

 Or is it beneficial to wait longer for a solution if it is a lower cost? 
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Conclusion 

In this white paper we have discussed how the proof-of-concept fits into an evaluation process, shown how easy 
it is to deploy a simple cluster utilising Azure CycleCloud and provided everything needed to run a number of 
standard benchmarks in the Azure Cloud on Intel based HC44rs VMs.  

The results from the selected benchmarks demonstrate that compute intensive workflows perform as expected in 
the Azure Cloud using Intel architecture. Utilising the Red Oak Consulting DevOps repository, it should be 
straightforward to replicate the results in your own Azure subscription. 

The next steps for your organisation should be to engage with a Microsoft account manager or preferred partner 
with the view to running a more comprehensive proof of concept. As has been discussed, take the opportunity to 
evaluate your workloads in the Azure Cloud, gathering all the evidence and information you require to support 
making strategic decisions for your organisations’ cloud journey. 

The third and final white paper in the series will discuss in more detail some of the barriers to cloud adoption and 
outline some of the areas that need careful consideration, some of the common requirements and how to move 
from a successful proof of concept towards an extended pilot and eventual production migration. 

Red Oak Consulting 

Red Oak Consulting’s core business is high performance computing (HPC) consultancy. With a reputation for 
expert knowledge combined with real-world experience, we’ve delivered strategy, given procurement advice and 
helped to install more than 30 on-premises HPC systems (including several in the Top 10 of the Top500). To date, 
we have also completed more than 20 cloud-based projects, bringing first-class technical skills to working with 
‘early adopter’ customers in both the higher education and commercial sectors. 

All three white papers can be found at https://www.redoakconsulting.co.uk/microsoftazurehpcwhitepapers2021. 

https://www.redoakconsulting.co.uk/microsoftazurehpcwhitepapers2021

